An Introduction to R and S-PLUS

John Fox

The statistical programming language and computing environment S has become the de-facto standard among statisticians. The S language has two major implementations: the commercial product S-PLUS, and the free, open-source R. Both are available for Windows and Unix/Linux systems; R, in addition, runs on Macintoshes. Although I will briefly introduce S-PLUS, the major emphasis will be on R. 

A statistical package, such as SPSS or SAS, is primarily oriented toward combining instructions with rectangular case-by-variable datasets to produce (often voluminous) printouts. Such packages make routine data analysis relatively easy, but they make it relatively difficult to do things that are innovative or non-standard, or to add to the built-in capabilities of the package. In contrast, a good statistical computing environment also makes routine data analysis easy, but it additionally supports convenient programming; this means that users can extend the already impressive facilities of S. Statisticians have taken advantage of the extensibility of S to contribute literally dozens of freely available statistical “libraries” of R and S-PLUS programs. As well, S is particularly capable in the area of statistical graphics, reflecting its origin at Bell Labs, a centre of graphical innovation.

The purpose of this short course is to show participants how to accomplish a variety of tasks in S, including the tasks of writing programs and constructing non-standard graphs. The statistical content is assumed known or taught in other courses. 

An outline of the seven sessions follows (with chapter references to Fox, 2002):

1. Getting started with R and S-PLUS (Ch. 1)

2. Reading and manipulating data (Ch. 2; also read Ch. 3)

3. Linear regression and linear models in S (Ch. 4)

4-5. An introduction to programming in S (Ch. 8)

6. S graphics (Ch. 7)

7. Generalized linear models in S (Ch. 5, assuming interest in the topic)

I recommend that you buy one of the following two texts:

J. Fox, An R and S-PLUS Companion to Applied Regression, Sage, 2002. Additional materials are available on the web site for the book, <http://www.socsci.mcmaster.ca/jfox/Books/Companion/index.html>, including several appendices (on structural-equation models, mixed models, survival analysis, etc.); scripts for the examples in all of the chapters and appendices; information on acquiring and installing R; and more. The book is associated with the car library for R and S-PLUS.

W. N. Venables and B. D. Ripley. Modern Applied Statistics with S, Fourth Edition. New York: Springer, 2002. An influential and wide-ranging treatment of data analysis using S. Many of the facilities described in the book are programmed in the associated (and indispensable) MASS, nnet, and spatial libraries, available both for S-PLUS and R. This text is more advanced and has a broader focus than my R and S-PLUS Companion. 

